
Mirroring rootvg


1) First we need to add a disk to the root volume group.

(In our example, we will be adding hdisk4.)


extendvg rootvg hdisk4

You may encounter an error message like this:

0516-1162 /usr/sbin/extendvg: The Physical Partition Size of 32 requires the cre

ation of

        1280 partitions for hdisk0.  The limitation for volume group rootvg is

        1016 physical partitions per physical volume.  Use chvg command with -t

        option to attempt to change the maximum Physical Partitions per Physical

        volume for this volume group.

0516-792 /usr/sbin/extendvg: Unable to extend volume group.

If so, run the following command:


chvg -t 2 rootvg

2) Confirm it has been added by:


lspv

You should see both hdisks listed as part of rootvg.

Example:

# lspv

hdisk0          00043aede8be1d9e                    rootvg          active

hdisk1          00043ab558fb32ea                    None

hdisk2          00043ab559b92856                    None

hdisk3          00043ab5b7e09be4                    None

hdisk4          00043aedfc36cfdb                    rootvg          active

#

3) Mirror the data from hdisk0 to hdisk4.


mirrorvg –S rootvg


(The "-S" (for silent) flag runs the job in the background.)

4) Monitor the progress by:


ps -ef | grep -i sync

When no "syncvg" appears in the listing, the mirroring is done.

Example:

# ps -ef | grep -i sync

    root 118900      1   0 19:58:58      -  0:00 /usr/sbin/syncd 60

    root 331808      1   0 20:09:01  pts/1  0:00 /bin/ksh /usr/sbin/syncvg -v rootvg

    root 340204 331808  20 20:09:03  pts/1  0:00 lresynclv -l 00043aed0000d6000000012b111fe15c

#

Also, look at the logical volumes in rootvg with "lsvg -l rootvg".  The state of them will be stale until the mirroring is finished.

Example:

# lsvg -l rootvg

rootvg:

LV NAME             TYPE       LPs     PPs     PVs  LV STATE      MOUNT POINT

hd5                 boot       1       2       2    closed/syncd  N/A

hd6                 paging     292     584     2    open/stale    N/A

hd8                 jfs2log    1       2       2    open/stale    N/A

hd4                 jfs2       5       10      2    open/stale    /

hd2                 jfs2       58      116     2    open/stale    /usr

hd9var              jfs2       23      46      2    open/stale    /var

hd3                 jfs2       34      68      2    open/stale    /tmp

hd1                 jfs2       3       6       2    open/stale    /home

hd10opt             jfs2       7       14      2    open/stale    /opt

lg_dumplv           sysdump    32      32      1    open/syncd    N/A

#

Example of when things are done:

# ps -ef | grep -i syn

    root 118900      1   0 19:58:58      -  0:00 /usr/sbin/syncd 60

    root 331810 323786   1 20:16:25  pts/1  0:00 grep -i syn

# lsvg -l rootvg

rootvg:

LV NAME             TYPE       LPs     PPs     PVs  LV STATE      MOUNT POINT

hd5                 boot       1       2       2    closed/syncd  N/A

hd6                 paging     292     584     2    open/syncd    N/A

hd8                 jfs2log    1       2       2    open/syncd    N/A

hd4                 jfs2       5       10      2    open/syncd    /

hd2                 jfs2       58      116     2    open/syncd    /usr

hd9var              jfs2       23      46      2    open/syncd    /var

hd3                 jfs2       34      68      2    open/syncd    /tmp

hd1                 jfs2       3       6       2    open/syncd    /home

hd10opt             jfs2       7       14      2    open/syncd    /opt

lg_dumplv           sysdump    32      32      1    open/syncd    N/A

#


You may notice that the dump device "lg_dumplv" has only 1 copy.  This is fine.  The purpose of the dump device is to have the OS write a copy of what is in memory to the dump device when the system is crashing.  It is to do this as fast as possible before the system crashes.  This capture of memory can later be used for diagnosing what went wrong.  As writing 1 copy of memory is quicker than 2 copies, the OS defaults to not mirroring the dump device.

5) We now need to let the OS know it can boot off of hdisk4 should hdisk0 go bad.  First, view the current boot list:


bootlist -o -m normal 

Example:

# bootlist -o -m normal

hdisk0 blv=hd5

#

What this says is that we want to OS to boot off of hdisk0, and that the boot image is in the logical volume hd5.  (blv stands for boot logical volume.)

6) Add hdisk4 to the list.


bootlist -m normal hdisk0 hdisk4

This makes hdisk0 the 1st boot device, and hdisk4 the 2nd boot device.

7) List the boot list again.


bootlist -o -m normal 

Example:

# bootlist -m normal hdisk0 hdisk4

# bootlist -o -m normal

hdisk0 blv=hd5

hdisk4

#

Notice that hdisk4 does not have the "blv=hd5" beside it.  Therefore, hdisk4 does not contain a boot image.  We need to create one on hdisk4, and recreate it on hdisk0.  To do that:


bosboot -ad hdisk0 


bosboot -ad hdisk4 

8) Verify the boot list:


bootlist -o -m normal

Example:

# bootlist -o -m normal

hdisk0 blv=hd5

hdisk4 blv=hd5

#

9) Also, verify that quorum is disabled by:


lsvg rootvg

# lsvg rootvg

VOLUME GROUP:       rootvg                   VG IDENTIFIER:  00043aed0000d6000000012b111fe15c

VG STATE:           active                   PP SIZE:        32 megabyte(s)

VG PERMISSION:      read/write               TOTAL PPs:      2558 (81856 megabytes)

MAX LVs:            256                      FREE PPs:       1678 (53696 megabytes)

LVs:                10                       USED PPs:       880 (28160 megabytes)

OPEN LVs:           9                        QUORUM:         1 (Disabled)

TOTAL PVs:          2                        VG DESCRIPTORS: 3

STALE PVs:          0                        STALE PPs:      0

ACTIVE PVs:         2                        AUTO ON:        yes

MAX PPs per VG:     32512

MAX PPs per PV:     2032                     MAX PVs:        16

LTG size (Dynamic): 256 kilobyte(s)          AUTO SYNC:      no

HOT SPARE:          no                       BB POLICY:      relocatable

#
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