Configuring MPIO For LPARs


1. From the storage team, get the LUN id of the disk that they have presented, and the size of the disk.  You will need the size information in order to confirm that disk is the correct size once it is assigned to the client LPAR.  You will need the LUN id as it helps to identify the disk you are working on while setting it up.

2. On one of the vio servers, assuming that the "sanlun" software is installed, log in as "padmin", and become "root" by:


oem_setup_env

3. Save the current list of disks (both local, and external) known to the vio server.


lsdev -Cc disk > /tmp/DiskList.txt

4. Add the new disk by rereading the configuration.


cfgmgr

The software (sanlun) that controls the connections to the back end disks will add the new disk to the configuration when "cfgmgr" gets run.

5. Save the new list of disks.


lsdev -Cc disk > /tmp/NewDiskList.txt

6. Show which one was added:


cd /tmp


diff DiskList.txt NewDiskList.txt

You can also view charactistics of the new disks by:


sanlun lun show

Example:

# sanlun lun show

  filer:                lun-pathname              device filename  adapter  protocol          lun size         lun state

cmibmq01-1:  /vol/san1/lun10                       hdisk8           fcs0     FCP           10g (10737418240)    GOOD

cmibmq01-1:  /vol/san1/lun15                       hdisk13          fcs0     FCP           10g (10737418240)    GOOD

cmibmq01-1:  /vol/drc_qa_bootluns/cm9114_boot      hdisk5           fcs0     FCP           30g (32212254720)    GOOD

cmibmq01-1:  /vol/san1/lun14                       hdisk12          fcs0     FCP           10g (10737418240)    GOOD

cmibmq01-1:  /vol/drc_qa_bootluns/cm9207_boot      hdisk6           fcs0     FCP           30g (32212254720)    GOOD

cmibmq01-1:  /vol/drc_qa_bootluns/cm9112_boot      hdisk4           fcs0     FCP           30g (32212254720)    GOOD

cmibmq01-1:  /vol/san1/lun9                        hdisk7           fcs0     FCP           50g (53687091200)    GOOD

cmibmq01-1:  /vol/drc_qa_db2luns/drc_qadb_cl1_db   hdisk15          fcs0     FCP        220.0g (236238929920)   GOOD

cmibmq01-1:  /vol/san1/lun13                       hdisk11          fcs0     FCP           10g (10737418240)    GOOD

cmibmq01-1:  /vol/san1/lun12                       hdisk10          fcs0     FCP           10g (10737418240)    GOOD

cmibmq01-1:  /vol/drc_qa_db2luns/drc_qadb_cl1_bin  hdisk14          fcs0     FCP         40.0g (42953867264)    GOOD

cmibmq01-1:  /vol/san1/lun11                       hdisk9           fcs0     FCP           10g (10737418240)    GOOD

#

In our example, we know that the 2 disks are of size 40 Gig, and 220 Gig.  Therefore, we are interested in hdisk14, and hdisk15.

7. Show the disks:


lspv

(At least 1 of them will not have PVIDs (physical volume id) listed.)

Example:

# lspv

hdisk3          000c8114f035a8b3                    lparvg          active

hdisk0          000c811488637e0a                    rootvg          active

hdisk2          000c8114a8639be6                    rootvg          active

hdisk1          000c81143725338b                    lparvg          active

hdisk4          none                                None

hdisk5          none                                None

hdisk6          none                                None

hdisk7          000c8114b1d2149b                    None

hdisk8          000c8114b1da4ed2                    None

hdisk9          000c8114b1da5db7                    None

hdisk10         000c8114b1da6b23                    None

hdisk11         000c8114b1da774d                    None

hdisk12         000c8114b1da8164                    None

hdisk13         000c8114b1da8d98                    None

hdisk14         none                                None

hdisk15         none                                None

#

8. Turn on the pvid for the new disk.


chdev -l hdisk## -a pv=yes


(-a is for attribute)


(pv=yes turns on physical volume id for that disk)

Example:


# chdev -l hdisk15 -a pv=yes


hdisk15 changed


#

9. Confirm that the PVID is showing by:


lspv

Example:

# lspv

hdisk3          000c8114f035a8b3                    lparvg          active

hdisk0          000c811488637e0a                    rootvg          active

hdisk2          000c8114a8639be6                    rootvg          active

hdisk1          000c81143725338b                    lparvg          active

hdisk4          000c81142c99e778                    None

hdisk5          000c81142c99fdc3                    None

hdisk6          000c81142c9a1542                    None

hdisk7          000c8114b1d2149b                    None

hdisk8          000c8114b1da4ed2                    None

hdisk9          000c8114b1da5db7                    None

hdisk10         000c8114b1da6b23                    None

hdisk11         000c8114b1da774d                    None

hdisk12         000c8114b1da8164                    None

hdisk13         000c8114b1da8d98                    None

hdisk14         000c81142c99be05                    None

hdisk15         000c81142c992f7b                    None

#

9. One of the default settings for external (backend) disks is that, once the vio server gets hold of the disk, it takes control of it.  Therefore, the other vio server can not access the disk on the back end.  We do not want this.  We want the client LPAR to be able to switch access from 1 vio server to another at its discretion.  Therefore, we need to turn locking off for each disk.

First, become "padmin" again, and note what the value is now.


exit (to become padmin)


lsdev -dev hdisk## -attr reserve_policy

Example:

$ lsdev -dev hdisk4 -attr reserve_policy

value

single_path

10. Turn off locking for each disk:


chdev -dev hdisk## -attr reserve_policy=no_reserve

11. Confirm that the reserve_policy is shut off.


lsdev -dev hdisk## -attr reserve_policy

Example:

$ lsdev -dev hdisk4 -attr reserve_policy

value

no_reserve

12. We are going to create a new virtual disk that the client LPAR knows about.  Run this command:


mkvdev -vdev hdisk## -vadapter vhost## -dev NewDiskName##


Where:


i) hdisk## is the disk you have been working with.

ii) Each client LPAR should have a virtual pipeline that connects the vio server to the client.  It is known as the "vhost".  To get a listing of the vhosts see the doc "HowToFindVhostsMappings.doc".  Also, see the example vhost mapping tables on the next pages.

iii) NewDiskName## is the name you create.  A suggestion would be naming it after the client LPAR.  For example:


webi1hdisk0


webi1hdisk1

Example:

$ mkvdev -vdev hdisk14 -vadapter vhost5 -dev cm9207_8_binvg

cm9207_8_binvg Available

$

$ mkvdev -vdev hdisk15 -vadapter vhost5 -dev cm9207_8_datavg

cm9207_8_datavg Available

$

You can view what was added to the vhost via:


lsmap -vadapter vhost#

Example:

$ lsmap -vadapter vhost5

SVSA            Physloc                                      Client Partition ID

--------------- -------------------------------------------- ------------------

vhost5          U9133.55A.10E4A6G-V1-C30                     0x00000008

VTD                   cm9207_8_binvg

Status                Available

LUN                   0x8300000000000000

Backing device        hdisk14

Physloc               U7311.D20.102FC9B-P1-C06-T1-W500A09830000A428-L14000000000000

VTD                   cm9207_8_datavg

Status                Available

LUN                   0x8200000000000000

Backing device        hdisk15

Physloc               U7311.D20.102FC9B-P1-C06-T1-W500A09830000A428-L15000000000000

$

Examples of vhost mappings:

vios1:
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vios2:
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13. At this point, there should now be a connection from the back end disks to the client LPAR through this vio server.  Configure the same pathway through the other vio server by following steps 2 - 12 above.  

Please note: the hdisk number (hdisk##) (, and the vhost number) may be different on the other vio server as the numbering is determined by how many disks (and vhosts) are already on that vio server.  For example, hdisk05 on one vio server may correspond to hdisk08 on the other.  Therefore, please use the LUN ids (or PVID ids) to match the backend disks on different vio servers.

For example:

$ hostname

vios2

$ lspv | grep hdisk7

hdisk7           000c81142c99be05                     None

$

(PV id is 000c81142c99be05.)

$ hostname

vios1

$ lspv | grep 000c81142c99be05

hdisk14          000c81142c99be05                     None

$

Therefore, in our example, hdisk7 on vios2 corresponds to hdisk14 on vios1.

14. Once both pathways to the client have been created, on the client LPAR, save the present list of disks known to the system.


lsdev -Cc disk > /tmp/DiskList.txt

15. Add the new disk by rereading the configuration.


cfgmgr

The software (sanlun) that controls the connections to the back end disks will add the new disk to the configuration when "cfgmgr" gets run.

16. Save the new list of disks.


lsdev -Cc disk > /tmp/NewDiskList.txt

17. Show which one was added:


cd /tmp


diff DiskList.txt NewDiskList.txt

An example from the command line looks like this:

# lsdev -Cc disk

hdisk0 Available  Virtual SCSI Disk Drive

# cfgmgr

# lsdev -Cc disk

hdisk0 Available  Virtual SCSI Disk Drive

hdisk1 Available  Virtual SCSI Disk Drive

hdisk2 Available  Virtual SCSI Disk Drive

#

Therefore, hdisk1, hdisk2 are new.

18. If the disk is not showing the PVID, turn it on.


(To check, use: lspv .)


chdev -l hdisk## -a pv=yes


(-a is for attribute)


(pv=yes turns on physical volume id for that disk)

Confirm that the PVID is showing by:


lspv

Example:

# lspv

hdisk0          000c8114f44f789e                    rootvg          active

hdisk1          000c81142c99be05                    None

hdisk2          000c81142c992f7b                    None

#

Please note: This PVID should match the PVID of the disk that was presented by both vio servers.

19. Check that the disk on the client connects to the backend storage through both vio servers.


lspath | sort -n

(sort -n => displays sorted output.)

You should see both vio servers listed, and both paths in an "Enabled" state.

Example:

# lspath | sort -n

Enabled hdisk0 vscsi1

Enabled hdisk1 vscsi0

Enabled hdisk1 vscsi1

Enabled hdisk2 vscsi0

Enabled hdisk2 vscsi1

#

20. In the above example hdisk1, and hdisk2 both have paths through vscsi0, and vscsi1.  To find out which vio server the vscsi (virtual scsi's) match up to:


lscfg | grep vscsi#

Example:

# lscfg | grep vscsi0

* vscsi0           U9133.55A.10E4A6G-V8-C30-T1                Virtual SCSI Client Adapter

#

Note the "C30" or "30".  This will match up with the vhost mappings from step 12.  In our example, "30" maps back to "Remote Adapter" 30 on vios1.  Therefore, path "vscsi0" goes to vios1.
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21. By default, neither path is set to be a default pathway.  You specifically need to assign one to be the default.

First, list the priorities of the pathways.


lspath -E -l hdisk## -p vscsi##


lspath -E -l hdisk## -p vscsi##

Example:

# lspath -E -l hdisk1 -p vscsi0

priority 1 Priority True

# lspath -E -l hdisk1 -p vscsi1

priority 1 Priority True

#

Both should report a path priority of 1.  We need to make one of the two servers be the default pathway by changing the priority of the other to "2".  The lower of the priority numbers is the default.


chpath -l hdisk## -a priority=2 -p NonDefaultVscsi


(-a for attribute


-p for path)

Example:

# chpath -l hdisk1 -a priority=2 -p vscsi1

path Changed

# 

22. Confirm that the priority is set.


lspath -E -l hdisk## -p VioServer1


lspath -E -l hdisk## -p VioServer2

Example:

# lspath -E -l hdisk1 -p vscsi0

priority 1 Priority True

# lspath -E -l hdisk1 -p vscsi1

priority 2 Priority True

#

23. By default, the mpio does not check to see if a pathway has gone down.  We need to change that.

Check the value:


lsattr  -E -l hdisk## | grep -i check

Example:

# lsattr -E -l hdisk1 | grep -i check

hcheck_cmd      test_unit_rdy                    Health Check Command       True

hcheck_interval 0                                Health Check Interval      True

hcheck_mode     nonactive                        Health Check Mode          True

# 

Change the value:


chdev -l hdisk## -a hcheck_interval=60 -P


(-a for attribute


"hcheck_interval" stands for health check interval


"60" stands for check every 60 seconds


-P means permanent)

Example:

# chdev -l hdisk1 -a hcheck_interval=60 -P

hdisk1 changed

#

Check the value again:


lsattr  -E -l hdisk## | grep -i check

Example:

# lsattr -E -l hdisk1 | grep -i check

hcheck_cmd      test_unit_rdy                    Health Check Command       True

hcheck_interval 60                               Health Check Interval      True

hcheck_mode     nonactive         

25. In order for the change to the health check to take effect, the LPAR must be rebooted.


shutdown -Fr

26. According to IBM, a few attributes need to be set on the fibre channel cards on the vio servers.  The attributes are:


fc_err_recov=fast_fail


dyntrk=yes

On one of the vio servers, check to see which user you are:


whoami

If the result is "root", then type:


exit

List all the fibre channel cards on the vio servers:


lsdev | grep -i fscsi

Example:

$ lsdev | grep -i fscsi

fscsi0           Available   FC SCSI I/O Controller Protocol Device

fscsi1           Available   FC SCSI I/O Controller Protocol Device

$

27. Check the values for each fibre channel card:


lsdev -dev fscsi## -attr fc_err_recov


lsdev -dev fscsi## -attr dyntrk

Example:

$ lsdev -dev fscsi0 -attr fc_err_recov

value

delayed_fail

$

$ lsdev -dev fscsi0 -attr dyntrk

value

no

$

If necessary, set the values with:


chdev -dev fscsi## -attr fc_err_recov=fast_fail dyntrk=yes -perm

Example:

$ lsdev -dev fscsi0 -attr fc_err_recov

value

fast_fail

$ lsdev -dev fscsi0 -attr dyntrk

value

yes

$

(Here is the explanation from IBM as to why these values need to be

set:

The reason for changing the fc_err_recov to “fast_fail” is that if the Fibre Channel adapter driver detects a link event such as a lost link between a storage device and a switch, then any new I/O or future retries of the failed I/Os will be failed immediately by the adapter until the adapter driver detects that the device has rejoined the fabric. The default setting for this attribute is 'delayed_fail’.

)

28. Repeat steps 26 to 27 on the other vio server.
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